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1980’s – late 90’s:
◦ Fixed Function
◦ Non-programmable
Early 2000’s
◦ First programmable GPUs
◦ Programmed using graphics APIs
Modern GPUs (CUDA)
◦ Programmable with C++ language constructs



Over the years, CPUs have become very good 
at what they are designed for, general 
purpose processing, however, this comes 
with the tradeoff of poorer performance in 
other areas.  CPUs generally are designed to 
handle 2-16 threads at most, so they don’t 
process highly parallel operations very well.  
GPUs, however are designed with many 
smaller cores to handle the demands of 
graphics processing.



CPU architecture VS GPU architecture



GPGPU: General Processing GPU
NVIDIA’s programming model: CUDA
CUDA programs are written in an extended 
version of C++, in .CU files.  These files 
contain both instructions for the CPU(host) 
and the GPU(device)
Code is executed on a GPU through function 
calls known as kernels. 



Each thread in a block can access the same 
shared memory, and the block and grid sizes 
can be specified by the programmer and 
passed through the kernel call.

Example
dim3 dimGrid (128,1,1)
dim3 dimBlock (32,1,1)
kernelFunction<<<dimGrid,dimBlock>>> (args…)
The max block size is 512 threads, organized in any 

way.
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The GPU 
architecture is 
organized into a 
scalable number of 
streaming 
multiprocessors, 
each of which has 8 
stream processors, 
2 special functional 
units, and 1 
instruction control 
unit.
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Global Memory
Shared Memory
Constant Memory
Registers
Texture Memory



CUDA chips have access to several different 
types of memory.  Initially, data is copied 
from global memory, it can then be stored in 
on-chip shared memory.  
Another memory resource, constant memory 
is designed to high read speeds and capacity, 
while sacrificing write speed, and thus it is 
only written between program executions 



CUDA chips also have access  to registers, for 
computational uses.
The final type of memory is texture memory.  
This is similar to global memory in that it has 
high capacity but also high latency, but it is 
located on-chip, so it’s use decreases the 
bandwidth use to global memory.
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Like any programs CUDA programs can be 
optimized in several ways.  
◦ Effective memory use
◦ Coalescence
◦ Register Spilling
◦ Divergence 



Compute to Global Memory Access (CGMA) 
Ratio
Global memory accesses ~= 200 clycles
Page-locking: Reduce required transfers 
between host and device



Taking advantage of spacial locality and using sequential 
memory accesses to reduce total memory accesses.



Caused when local variables 
can’t fit into registers
Global memory is used, 
unknown to the user
Huge performance breaker



Caused by control logic involving the thread 
ID in the conditional. 
Causes threads to diverge and become 
serialized, decreasing performance.
Remedies: Large Warp Microarchitecture
(LWM), Dynamic Warp Scheduling

Dynamic warp scheduling



Speedup achieved with highly parallelized 
operations performed on a GPU.




