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WHAT IS MULTICORE SYSTEMS? 

 Multi-core processor architecture means placing two or more execution cores within a 
single package with private and or shared cache. 

 Multi-core chips do more work per clock cycle, are able to run at a lower frequency, 
and may enhance user experience in several ways such as improving performance of 
compute- and bandwidth-intensive activities. 



The Move to Multi-Core Architecture 
 The doubling of transistors every couple of years has 

been maintained for several years. But scaling out 
cannot not continue indefinitely because of several laws 
of physics. 

 Example: 

 A 1993-era Intel Pentium Processor had around 3 
 million  transistors, while  today’s Intel®  Itanium® 
 2 processor  has nearly 1 billion  transistors. If this 
 rate continued,  Intel  processors would soon be 
 producing more heat  per  square centimeter than 
 the surface of the  sun-which is  why the problem of
 heat is  already setting hard limits to  frequency 
 increases. 

 Despite these challenges, users continue to demand 
increased performance. 



TYPES OF MEMORY 
 Cache Memory: Cache memory is a very high speed 

semiconductor memory which can speed up CPU. It 
acts as a buffer between the CPU and main memory. It 
is used to hold those parts of data and program which 
are most frequently used by CPU.  

 Primary Memory/Main Memory: Primary memory 
holds only those data and instructions on which 
computer is currently working. It has limited capacity 
and data is lost when power is switched off. It is 
generally made up of semiconductor device. These 
memories are not as fast as cache. The data and 
instruction required to be processed reside in main 
memory 

 Secondary Memory: This type of memory is also 
known as external memory or non-volatile. It is the 
slowest kind of memory. These are used for storing 
data/Information permanently. 

 



TYPES OF CACHE LEVELS  

 Level 1 (L1) cache is extremely fast but relatively small, and is usually embedded in 
the processor chip (CPU). 

 Level 2 (L2) cache is larger than L1; it may be located on the CPU or on a separate 
chip or coprocessor with a high-speed alternative system bus interconnecting the cache 
to the CPU, so as not to be slowed by traffic on the main system bus. 

 Level 3 (L3) cache is typically specialized memory that works to improve the 
performance of L1 and L2. It can be significantly slower than L1 or L2, but is usually 
double the speed of RAM. 

 In the case of multicore processors, each core may have its own dedicated L1 and or L2 
cache, but share a common L3 cache (L2 is shared if L3 is not present). 

 



ADVANTAGES OF SHARED CACHE IN 
MULTICORE SYSTEMS 

 Efficient usage of the last-level cache 
 If one core idles, the other core takes all the shared cache 

 Reduces resource underutilization 

 Flexibility for programmers 
 Allows more data-sharing opportunities for threads running on separate cores that are sharing cache 

 One core can pre-/post-process data for the other core 

 Alternative communication mechanisms between cores 

 Reduce cache-coherency complexity 
 Reduced false sharing because of the shared cache 

 Less workload to maintain coherency, compared to the private cache architecture 

 Reduce data-storage redundancy 
 The same data only needs to be stored once 

 Reduce front-side bus traffic 
 Effective data sharing between cores allows data requests to be resolved at the shared-cache level instead 

of going all the way to the system memory 



PROBLEM IN SHARED CACHE 
 Example: 

 In a simple dual-core processor configuration, each 
 core has its own CPU and L1 cache. Both cores  share an 
 L2 cache. In this configuration,  applications executing 
 on Core 0 compete for the  entire L2 cache with 
 applications executing on  Core 1. If application A on 
 Core 0 uses data that  maps to the same cache line(s) 
 as application B on  Core 1, then a collision occurs. 

 Solution:  

 To overcome this problem, the shared cache can be 
 partitioned among all the cores. This can be done  in a 
 static or dynamic way. 

 



STATIC CACHE PARTITIONING: 

 In a simple dual-core processor configuration, each core 
has its own CPU and L1 cache and both cores share an 
L2 cache. 

 The OS partitions the L2 cache such that each core has 
its own segment of L2, meaning that data used by 
applications on Core 0 will only be cached in Core 0’s 
L2 partition. Similarly, data used by applications on 
Core 1 will only be cached in Core 1’s L2 partition. This 
partitioning eliminates the possibility of applications on 
different cores interfering with one another via L2 
collisions. 

 But depending upon the work on different cores some 
may over utilize it’s cache partition and some may under 
utilize it. To efficiently use the cache, the partitioning 
can be done in a dynamic way. 



DYNAMIC CACHE PARTITIONING: 
DISTANCE AWARE CACHE PARTITIONING 

 Many dynamic cache partitioning results in high cache access latency and higher off-
chip accesses. 

 Distance aware Round Robin mapping is an OS-managed policy which addresses the 
trade-off between cache access latency and number of off-chip accesses. 

 This is done by mapping the pages accessed by a core to its closest (local) bank. 

 It also introduces an upper bound on the deviation of the distribution of memory pages 
among cache banks, which lessens the number of off-chip accesses. This tradeoff is 
addressed without requiring any extra hardware structure 



 The OS starts assigning physical addresses to the requested pages according to the 
physical address chosen by the OS. 

 The OS stores a counter for each cache bank which is increased whenever a new 
physical page is assigned to this bank. In this way, banks with more physical pages 
assigned to them will have higher value for the counter. 

 To minimize the amount of off-chip accesses we define an upper bound on the deviation 
of the distribution of pages among cache banks controlled by a threshold value.  

 If the counter of the bank where a page should map has reached the threshold value, the 
page is assigned to another bank. 

 



 The algorithm starts checking the counters of the banks at one hop from the initial 
placement. The bank with smaller value is chosen.  

 If all banks at one hop have reached the threshold value, then the banks at a distance of 
two hops are checked.  

 This algorithm iterates until a bank whose value is under the threshold is found. The 
policy ensures that at least one of the banks has always a value smaller than the 
threshold value by decreasing by one unit all counters when all of them have values 
different than zero. 

 A small threshold value, reduces the number of off-chip accesses. A high  threshold 
reduces the average latency of the accesses to the cache. 

 

 



ACCESS AWARE CACHE PARTITIONING 
CACHEBALANCER 

The Cache Balancer consists of two parts:  
Access Rate based memory allocator  
Pain-driven task mapper. 



CACHEBALANCER: 

Access Rate based Memory Allocation: 
 Cache Balancer uses a metric called Access Rate to determine the relative utilization 

of cache banks.  

 Access rate is defined as the ratio of the number of accesses made to a particular 
cache bank versus the total number of shared cache accesses in the system.  

 A high access rate indicates that a cache bank is frequently accessed, i.e. a hot 
cache. 

 Conversely, a low access rates indicates a relatively less accessed cache bank, or a 
cold cache.  



 Cache Balancer uses two access rate thresholds to determine if cache banks are hot or 
cold. These are determined as: 

   thot      =    α ·MR 

 

      tcold         =         MR                       _  

                                       β・HC(pi,mj) 
 

 Here thot  and  tcold  represent the access rate thresholds for a cache bank 

 MR is the mid-range value of the access rate across N cache banks in the system 

 HC(pi,mj) is the hop-count along the interconnect path between Processing 
Element i and cache bank j. 



 The α and β parameters are integer constants that control the spread of Cache Balancer’s 
memory allocations.  

 α for instance influences the memory allocator’s sensitivity to hot caches.  

 β on the other hand influences the spread of data by limiting candidate cache banks based 
on their distance from the allocating PE.  

 A high value forces the localization of data, while a low value enables the allocation of 
data across a larger number of cache banks.  

 Due to their characteristics, these parameters could be used within a runtime manager to 
adapt memory allocations based on system utilization, power and reliability. 





 Access rates are measured using two 8−bit access counters per cache bank.  

 In order to prevent temporal fluctuations in access rates from causing oscillations in 
memory allocation targets, access rate samples are filtered using a walking average 
filter.  

 Thus, the counters are sampled every 500 cycles and averaged with a finite number of 
previous samples in order to determine the current access rate. The calculated value is 
subsequently stored in a dedicated section of the address space accessible through the 
memory hierarchy.  

 In order to allocate memory, the memory allocator function is called from tasks 
executing on PEs.  

 This function first computes the thot  and tcold thresholds using the cache bank access 
rates, and invokes the selection algorithm listed below in Algorithm 1 to obtain a target 
cache bank.  

 Memory is subsequently allocated in a section that corresponds to this target cache 
bank. 



Pain-driven Task Mapping: 
 

 Memory-intensive tasks are more likely to utilize cache banks heavily than their 
counterparts with smaller data sets.  

 The performance of tasks can become interdependent when they share a cache, 
especially when their execution characteristics vary significantly.  

 It is therefore essential for task characteristics to be taken into consideration during task 
mapping in order to uniformly utilize system resources and minimize inter-task 
interference. 



 Cache Balancer uses an adapted version of the Pain metric that guides the mapping of 
tasks onto PEs. The metric describes, for each executing task, the performance 
degradation that would be experienced if a certain new task were to be mapped onto a 
particular PE.  

 Pain is measured in terms of three parameters: 

1. Cache Intensity: This parameter indicates how aggressively a cache bank is used by 
tasks. 

2. Cache Sensitivity: This parameter indicates the sensitivity of tasks to contention in 
shared cache banks. 

3. Communication Pain: The communication cost for a task consists of the pain it 
experiences as a result of sharing the system interconnect with other tasks. 



ANALYSIS 

 Cache Balancer is evaluated using a cycle-accurate 
SystemC model of a 3D stacked, network-on-chip based 
tiled multiprocessor array. 

 In order to emulate worst case conditions, Cache 
Balancer was tested with a synthetic workload that uses 
parallel tasks to repeatedly allocate and write to memory 
pages, thus stressing the shared caches. 





Impact of the changes in the indexing of the private L1 caches for the workloads evaluated  
 

RESULTS 
Distance Aware partitioning 







CACHE BALANCER  



CONCLUSION 

 Cache Balancer, a runtime resource management scheme for chip multiprocessors that 
uses the access rate and pain metrics to guide memory allocation and task mapping.  

 The scheme achieved up to 60% lower contention by improving utilization of available 
cache banks, and reduced execution time by upto 22% as compared to competing 
proposals.  

 The improved cache utilization further resulted in an energy density reduction of up to 
50%. 



REFERENCES 

1. Alberto Ros, Marcelo Cintra, Manuel Acacio, Jose Garcia (2009) Distance-aware 
Round Robin Mapping for Large NUCA Caches. School of Informatics, University of 
Edinburgh. 

2. Jurrien de Klerk, Sumeet Kumar, Rene Leuken (2014) CacheBalancer: Access Rate and 
Pain Based Resource Management for Chip Multiprocessors. Delft University of 
Technology, The Netherlands. 

3. https://software.intel.com/en-us/articles/frequently-asked-questions-intel-multi-core-
processor-architecture 

4. http://www.tutorialspoint.com/computer_fundamentals/computer_memory.htm 

 

 


	MEMORY/RESOURCE  MANAGEMENT IN MULTICORE SYSTEMS
	WHAT IS MULTICORE SYSTEMS?
	The Move to Multi-Core Architecture
	TYPES OF MEMORY
	TYPES OF CACHE LEVELS	
	ADVANTAGES OF SHARED CACHE IN MULTICORE SYSTEMS
	PROBLEM IN SHARED CACHE
	STATIC CACHE PARTITIONING:
	DYNAMIC CACHE PARTITIONING:�DISTANCE AWARE CACHE PARTITIONING
	Slide Number 10
	Slide Number 11
	ACCESS AWARE CACHE PARTITIONING CACHEBALANCER
	CACHEBALANCER:
	Slide Number 14
	Slide Number 15
	Slide Number 16
	Slide Number 17
	Slide Number 18
	Slide Number 19
	ANALYSIS
	Slide Number 21
	RESULTS�Distance Aware partitioning
	Slide Number 23
	Slide Number 24
	Slide Number 25
	CONCLUSION
	REFERENCES

