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1. Introduction

Advancements in networking have for the first time allowed levels of communication, and therefore
cooperation, that were previously unattainable.  As the next logical step in high performance distributed
computing, computational grids seek to attain levels of performance never seen before by connecting
computers from around the world together into a single machine capable of executing a wide array of
parallel applications.  Such a system, providing such great levels of performance, enables classifications of
applications that were also previously unrealistic.

However, this type of distributed system really defines a whole new model for computing.  Instead of
an application being restricted by the computing power of the local system, the production of
computational power is now de-coupled from the its use.  This concept introduces new avenues for
programming models as well, as the focus of a grid application is now on locating the appropriate resources
to run the application and describing in a general way the operation of the algorithm, rather than specifying
a low level sequence of processor commands that is not easily portable to other architectures.

Attaining this goal requires meeting a number of significant challenges, however.  Foremost, a
computational grid will be an inherently dynamic system, as nodes and entire sites are brought on and
offline.  Changes in network loading and demand which affect the system performance will increase the
dynamic aspect of the environment.  Secondly, the heterogeneous nature of the resources in the grid must
not only be supported, but exploited in order to achieve the best possible performance.

In this paper we will develop a set of characteristics that better define a computation grid, examine
some of the application areas that are enabled through grid technologies and provide an overview of the
Globus Metacomputing Toolkit which attempts to provide a standard interface through which grid
components can be build.

2. Evolution

The construction of computational grids is directly based off the techniques used in earlier distributed
systems.  These systems simply placed more stringent requirements on the type of computational resources
used in the system and the scale to which they can be distributed.

2.1. Clustering

The term clustering is usually used to refer to a collection of homogeneous workstations connected
together on a local area network and used as a single parallel computer.  Typically, these workstations are
off the shelf PCs using standard Ethernet/IP interconnections.  This type of environment is inexpensive to
set up, and the wide availability of message passing libraries like PVM have made clusters the most
numerous type of parallel computers to date.  This environment is exactly what is currently in existence at
RIT.

However, there have been several different projects to create higher performance clusters than the
simple version described above.  Often, this involves enhancements to two specific components of the
system.

The first of these is the physical interconnection system.  Ethernet is a relatively slow connection and
cannot provide the network performance needed for high performance distributed computing.  Although
switched megabit and gigabit ethernet networks improve upon their predecessor, the highest performance
clusters use special purpose interconnection hardware like that provided by Myrinet, Servernet or VIA.
The second enhancement is in the form of special purpose communication protocols.  Standard TCP/IP
communication requires too much overhead to achieve the desired performance.  One such solution is the
FastMessages package that is part of the High Performance Virtual Machine software used in the NCSA
NT supercluster.  This messaging protocol is optimized for the low-latency, high-bandwidth environment
needed for optimal performance in favor of some of the error recovery options available with standard
TCP/IP.  Using both the Myrinet interconnection hardware and HPVM, the NCSA NT supercluster has
been able to achieve processing rates of over 4 gigaflops.



NT Supercluster Network Topology

2.2. Heterogeneous distributed computing

The next obvious step from localized groups of homogenous machines is to localized groups of
heterogeneous machines.  The focus of these machines was interoperability, both amongst differing
hardware platforms and differing operating systems.  Typically, they used existing, widely used application
interfaces like RPC to achieve this interoperability.

While there are working implementations of this class of machine, they have in general not achieved
much of the potential performance available.  This in part due to the fact that while these machines allowed
heterogeneity, they did not exploit it.

2.3. Metacomputing

The final leap is to create distributed groups of heterogeneous machines, or in essence, making unlike
supercomputers talk to each other and inter-operate.  The goal in this type of machine is to exploit the
characteristics of each machine rather than to abstract them.  For example, if an application contained some
vector code, this portion of the code would be executed on a vector machine in the metacomputer, while the
massively parallel code would be executed on a massively parallel machine or cluster.

Here our focus is on both interoperability and performance.  We already know how to create high
performance SMPs and supercomputers.  Existing fiber interconnection technologies can be used to bridge
the gap between supercomputer sites and still maintain the performance level needed.  All that is then
required to create a metacomputer, or computational grid, are the software components to provide the
interoperability and other needed services.

3. Grid Characteristics

Now that we have described a rough model of a computational grid, we will define more precisely
what attributes are required to form a computational grid.

3.1. Scaling and selection

A computational grid infrastructure must be able to support thousands of sites.  Although existing
examples do not exceed 100 individual sites, any standard must be able to scale to the sizes that will be
required in the near future.  Once this increased capacity is realized, it will be necessary for applications to
specify which of the many available resources it wishes to access.  In many cases, some of this selection



will be done automatically by the run time libraries in order to achieve the maximum system performance,
so there must be information available to perform this selection in an intelligent manner.

3.2. Heterogeneity

A computational grid must be able to support a diverse array of computing and network resources.
This will include different workstations and supercomputers, but different scheduling and usage policies,
operating systems, or system software.  Also, the grid must allow for sites to be connected through
differing physical networks to allow for a variety of network service providers.

3.3. Unpredictable structure

The grid must provide services to determine the current state of the system, as the metacomputing
environment will be dynamically created from available resources at run time.  Traditional parallel
applications are designed with a specific parallel programming model in mind.  Grid enabled applications
must be able to handle a system where the performance characteristics are not known at compile time.
They must be able to adapt as the grid distributes components of the computation across geographically
distributed computation sites.

3.4. Dynamic and unpredictable behavior

Similarly, grid enabled applications cannot make assumptions about network performance or access to
shared resources.  As in any wide area network, the performance of the network will change dramatically
based on the current load.  Unlike a massively parallel machine, the program cannot assume that it will
have sole access to this network and thus be able to determine ahead of time what the network performance
will be like.  The same is true for accessing processors and I/O devices.  Grid enabled applications cannot
assume that they will have sole access to whatever resources they need.

3.5. Multiple administrative domains

As the sites of a computational grid will be distributed in many cases on a global scale, no grid
architecture would be complete without a mechanism for authentication and security.  As most sites will
not be owned by a single entity, it is necessary to support multiple administrative agents, each of which
may use different mechanisms to perform this authentication.

4. Applications

We have now defined at a high level what a computational grid is and what services it must provide.
With this model in place, we can now define five classes of parallel applications that are enabled through
this metacomputer model.

4.1. Distributed supercomputing

This first class of grid enabled applications refers to the grand challenge problems.  These are
programs of such complexity that they require excessive computational requirements that cannot be easily
met by the computational resources at a single site.  Thus, by combining the resources of supercomputers
on a national or global scale, we are now able to solve problems that were previously unworkable.



4.2. High-throughput

This class of applications refers to cases where grids are used to solve a large number of small tasks.
This class most closely resembles current application design, and can be thought of almost as a network
operating system that schedules individual processes on remote as well as local computational resources.

4.3. On-demand

This is the most challenging of the application areas devised for computational grids, which requires
that the grid be used to supply the resources necessary to meet the peak demands of a variety of different
computational tasks.  One example of this type of application is real-time distributed instrumentation.  Such
a model allows for expensive scientific equipment like particle accelerators or telescopes to be
geographically de-coupled from the computational resources needed to interpret the data as it is collected.
This class of problems places the most stringent requirements on computational and I/O throughput, as well
as on network latency.

4.4. Collaborative

This type of environment represents the so-called virtual world, or tele-immersion.  Geographically
distributed users can interact with each other and supercomputer simulations in a virtual environment.  This
type of applications places high demand on network bandwidth in order to transfer the high volumes of data
between the user sites.  Additionally, there is a high volume of access to database systems that provide the
information necessary to create these virtual worlds.

4.5. Data-intensive
This category of applications involves access to large quantities of data that is distributed across one or

more remote archives.  In some cases, the complexity of the operations that we wish to perform on the data
is high enough that the best performance will be achieved by moving the entire operation to a
supercomputer or other computational source.  In other cases, the operation may be simple, such that it
would be best to move the execution of the query into the digital library itself.  Thus, his classification of
applications requires the same sort of dynamic capabilities that we have identified for other grid
applications.

5. The Globus Metacomputing Toolkit

The Globus project is a multi-institutional research effort whose goal is to enable the development of
large scale computational grids. The focus is on creating a consistent and portable architecture that can be
adapted to fit any type of computational environment and application requirement. To this end, they have
created a suite of both low and high level services that can be used by applications.  By using a bag of
services approach, the Globus system allows application developers to specify only the services needed for
that application.  This allows both more flexibility in the design of the applications and higher performance,
as unnecessary components of the system are not utilized.

In many cases, the Globus toolkit simply defines a set of interfaces that allow for the heterogeneous
nature of computational grids.  In this way, each platform or site can choose to implement the given service
in whatever way makes sense for that particular environment.  Furthermore, by distinguishing between
local services and global services, it is much easier to deploy basic grid services at a site, and more
complex services can be created without affecting the underlying infrastructure.



The hourglass principle of protocol design as applied to the Internet Protocol suite,
Globus resource management services, and Globus communication services. [Foster, 98]

In addition to being simple, well-designed interfaces that provide uniform access to the shared
resources of the grid, the Globus interfaces are so-called translucent interfaces.  That is, they provide
methods by which applications can discover and control aspects of the system that would normally be
abstracted from their view.  This can provide significant performance increases, as applications can
dynamically change their behavior to adapt to the hardware or network configuration upon which they are
running.

5.1. Resource location and allocation

The Globus Resource Allocation Manager (GRAM) is the lowest level service provided upon which all
other Globus services are built.  This module is a local component that is responsible for a set of resources
operating under the same site-specific management policy.  Each GRAM schedules and distributes tasks for
all of the computational resources that are part of its pool.  In keeping with the philosophy of the Globus
project, the GRAM interface provides a standard way for applications to express resource allocation and
process management requests.  Individual sites are free to implement this interface in whatever way
provides the best performance characteristics.  Currently, there are more than six separate local resource
management tools that support the GRAM interface and thus can be used in the creation of a computational
grid.

The major components of a GRAM implementation. [Czajkowski, 97]



Part of the challenge in implementation a resource allocation scheme is devising a way to identify and
request the proper resources.  GRAM does this through the definition of a resource specification language
(RSL).  This language allows an application to specify in general terms the resource requirements that it
has.  This could be in terms of floating-point performance (MFLOPS) or network bandwidth.
The GRAM architecture goes on to define a hierarchy of resource brokers that parse the RSL in order to
correctly identify the needed resources.  These brokers will transform the general requirements into
successively more detailed requirements until a specific set of resources is identified.  At this point, a set of
GRAM modules have been identified and the final step is to dispatch the resource allocation requests to
each of the GRAMs.

5.2. Communications

Communication in Globus is handled through the Nexus communications library.  The original
component of the Globus system, the Nexus library defines a standard API through which all network
requests can be made.  Similar to the GRAM model above, virtually any existing network protocol can be
used to implement the Nexus standard.  This flexibility is necessary because the communication needs of
grid applications vary significantly depending on the application.  Furthermore, as with all of the Globus
interfaces that we will examine, the Nexus interface provides applications with far greater control over the
low level protocol operation.  Such control is needed to achieve maximum performance in a dynamic
environment such as a computation grid.  Applications that do not require such low level control can
always fall back upon the higher level services that are already defined.
Nexus defines two basic communication abstractions.  The first of these is a communication link, which is
simply defined as a connection between a communication startpoint and a communication endpoint.
Multiple endpoints can be bound to a single startpoint and vice versa.

5.3. Resource information service

Because of the extreme dynamic nature of computation grids, acquiring information about the runtime
execution environment is of vast importance for both applications and other Globus components.  As
shown in the previous diagram, the resource allocation managers require knowledge of the computational
abilities of each node in the grid in order to intelligently parcel work to the individual sites.  This is one
example of the type of information that is stored in the Globus Metacomputing Directory Service (MDS).
Information about machine architectures, operating system versions, hardware resources, network latency
and bandwidth, and network addresses is all stored in MDS and can be accessed by any application or
service.

MDS is also a very good example of how the Globus project has sought to utilize existing technologies
whenever possible.  In particular, MDS is defined in terms of the data model and API defined by the
Lightweight Directory Access Protocol (LDAP).  LDAP is an industry standard protocol that is widely
supported by network solution providers like Novell and Microsoft.  Additionally, LDAP is a distributed
service, where separate servers are responsible for maintaining different branches of the name space.  This
schema is particularly suitable for implementing the requirement of a computational grid, where the
services themselves are distributed and dynamic in nature.

To make this service useful, it is the responsibility of each component of the Globus system to update
MDS with as much information as possible regarding the current state of the system at any given time.
This is critical, as MDS will be reference by every application and service running on the grid in order to
perform resource balancing and optimization.

5.4. Authentication interface

Security is of great concern in grid environments due to the fact that the geographically distributed
sites will undoubtedly be administrated by different organizations and businesses.  Each of these sites will
have different requirements for security in order to access their systems.  Globus must be flexible enough to
support the needs security needs of any system that may wish to connect to the grid.



The Globus security model focuses on authentication, which can be used to implement any other
security service.  However, authentication for grid applications must deal with two issues that are unique to
the widely distributed environment in which they run.  The first of these is support for local heterogeneity,
as each site may require a different authentication mechanism.  Secondly, a grid security solution must
support N-way security contexts.  That is, a grid application will spawn many processes during its
execution, and these processes may in turn create child processes of their own.  The security mechanism
must allow for these 2nd, 3rd or N-way processes to talk to their parents and to each other in a secure
fashion.

To this end, Globus defines the Globus Security Infrastructure (GSI) in order to create a modular
service model that will allow for a wide array of global services.  GSI creates the concept of high level
Globus credentials that are mapped to a set of local credentials by a locally implemented GSI agent.  The
local implementation can utilize whatever security algorithm is required by the site policy.  This
architecture also simplifies the configuration of the site, as there is no need to create a special system or
group account that is used by the Globus system.

The portability of the GSI model is enhanced through the definition of the Generic Security Service
(GSS), which is a set of APIs for obtaining credentials, performing encryption and decryption, and
performing authentication in general.  GSS can be used to define any number of password schemes,
including the popular public key cryptography.

5.5. Executable management

Executable management refers to the ability of the computational grid to locate, identify and if
necessary, create executables in the distributed environment.  This Globus Executable Management service
(GEM) allows access to these services and can be used to implement a variety of strategies, from
distributed file system type solutions to on-demand compilation.  The GEM service relies heavily upon the
MDS service for the identification and location aspects of its services.

5.6. Remote data access

The Global Access to Secondary Storage subsystem (GASS) provides remote I/O services to grid
applications.  The GASS interface is simply that of the C standard I/O library for file access for ease in
porting code to the Globus system.  Files are identified by using the standard URL format, and there are
currently GASS interfaces to HTTP and FTP servers, as well as specialized GASS servers.

GASS implements this functionality through a simple caching mechanism where the file is copied
locally for reading or writing and only returned when the application is done with the file.

5.7. Health and status

The Heartbeat Monitor service (HBM) provides a way to query the status of a set of distributed
processes.  This module provides two key services, the first of which is to allow processes to register with a
global HBM service in order to receive a heartbeat pulse.  If a process does not respond to the HBM service
upon receipt of the heartbeat, HBM will know that the process or network has failed.  Similarly, if the
process detects that it has not received a heartbeat within a specified time period, it can attempt to recover
from the fault itself.

The second set of interfaces allow other processes to obtain information from the HBM about the
status of registered processes.  In this way, third party fault recovery mechanisms can be supported as well
as status monitoring applications.  A good example of this type of application can be seen on the Globus
website in the form of a java application which reports the current state of the GUSTO testbed.  This is
possible because it is required that each of the key Globus components register themselves with HBM.

6. Summary

Computational grids have immense potential for changing the way computers are used and the types of
applications that are feasible.  For the most part, the technologies to make this a reality are already in place.



The piece that is missing is the software component that can glue all of these resources together into one
coherent system.

However, this goal is not as far off as it may seem.  The requirements for designing grid enabled
applications are very close to the emerging trends in software application design.  DCOM and CORBA in
particular provide a programming model in which software components are de-coupled from each other
and can even be distributed across a network.  These technologies focus on defining a consistent interface
to any particular object and then on providing methods by which these objects can be identified and
accessed.  This is identical to the grid programming paradigm, and makes for very exciting possibility of
creating high level grid services that will provide a DCOM or CORBA interface to the lower level grid
services provided by Globus.

One of the key areas of concern in grid design is that of network latency.  As we discovered,
communication costs can often outweigh the performance benefits of parallelizing an algorithm unless
great care is taken to limit communication to the bare minimum.  Even then, unless special purpose
networking components are used, communications costs are usually the largest bottleneck in a parallel
system.  This same problem confronts computational grids, and thus much of the current research on the
topic is directed towards ways of assuring a specific Quality of Service (QoS) for an application.  Similar to
the way a grid application requests access to certain computational resources, a grid application would
specify as part of its RSL what its communications needs are as well, in terms of both latency and
bandwidth.

As more and more of the software bridges are put in place, we will begin to see greater and greater
levels of interoperability between computer systems.  Projects like the Globus toolkit and the NCSA’s
Alliance project seek to the lead the way by defining the interfaces that will allow all of these components
to work together and bring us into a new age of computing.
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