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Many real world algorithms that may be run on a parallel multicomputer by

breaking down the problem into smaller pieces, that can be executed in parallel, however,

frequently algorithms can not be broken down into evenly sized pieces.  This is because

the work done in a segment of code may change each time the program is run due to non-

uniform problems and unpredictable system load estimates.  If one processor finished its

part of the problem, it will stay idle, while the other processors are still working.  One

solution to this problem is to balance the load on the multiple processors, so that if one

processor finishes its work, it gets more work, thus lessening the amount of work that the

other processor needs to do.  Ideally the work would be divided evenly amongst all the

processors, and each processor would finish execution at the same time.

The two general types of load sharing are static and dynamic.  Static load sharing

is not good for non-uniform calculations because the work partitions have to be

determined at compiling time.  In dynamic load sharing, the partitions of work are

modified as the program is run.  Hybrid methods also exist, where the initial distribution

is static, but it is modified dynamically at run time.

One good example of a problem where dynamic load balancing is ideal is in fire

simulations.  When a fire simulation is done, the first phase is to compute the fluid

convection over a structured mesh, which has similar costs at all points.  The second

phase is for the calculations for the reaction, in which most of the time is spent on a small

fraction of the mesh points.  The points that take a long time to calculate are unknown

until run time, so, dynamic load balancing is optimal for this real work scientific

simulation.

Within dynamic balancing, it is possible to have sender and receiver based

algorithms for balancing.  In sender based schemes, the processor that is overloaded, and

looking to send work to another initiates the transaction.  In receiver base, the under-

loaded processor initiates the transaction by sending a message to other nodes.  For most

cases, receiver based algorithms are better, because the processor that does more

communications is the one with the lesser load, however, depending on the algorithm and

network topology, sender based may sometimes be better.  In this paper, several methods

of receiver based algorithms will be discussed, then, several algorithms for sender based

methods will be discussed.



In order for load balancing to be worth while, there are several conditions that

must be true.  First, the work available at any processor must be able to be partitioned

into independent pieces as long as it has more that some non-decomposable amount.  The

cost of splitting the work and sending it to another processor must be less than the cost of

transferring it and a method of splitting the data must be available.  If these basic

conditions are not met, it is not worth moving some of the work to another processor.

One general model for dynamic load balancing is divided into a four-phase

process.  First is process load evaluation.  Second is determination if load balancing is

profitable.  Next is a strategy for task migration.  Last, is task selection strategy.  These

basic phases seem to be incorporated into most algorithms for dynamic or hybrid load

sharing, even if not explicitly stated.  The phases of load evaluation and task selection are

executed independently on each individual processor, and the other phases are usually

distributed because they require input from multiple processors.

One method of a receiver-based load-balancing algorithm is the asynchronous

round robin scheme.  In this method, each processor keeps an independent target variable,

and whenever a processor runs out of work, it sends work to the processor indicated by

the target variable, and the target variable is incremented to point to the next processor.

This method is not desirable because it is possible for multiple processors to send work to

the same processor around the same time, which would not yield even distribution of

work amongst all the processors.

In the nearest neighbor model, when a processor runs out of work, it sends a work

request to its immediate neighbors in a round robin scheme.  On a hypercube, it would

send requests to its logP neighbors.  If a network had identical distances between all

processors, this scheme would be the same as the asynchronous round robin method.  A

potential problem with this method is that a localized concentration of work takes a long

time to get distributed to far away processors.

The global round robin method solves the problem of local high levels of work

not being distributed quickly by having a global target variable, rather than each

processor having a local version of it.  A processor that needs work sends a request to the

processor that is indicated by the global target variable.  This method will ensure that the

load is distributed evenly across all processors.  Though this method does distribute the



work more evenly, it has the drawback of processors being in contention for the target

variable.

The global round robin with message combining method avoids the contention

problem from accessing the target variable.  In this method, all the requests to read the

value of target are combined at intermediate processors, to reduce the load handled by

processor 0.  This method can be viewed as though it was a tree, and when a node

requests work, it sends a request to its parent node, which in turn sends it to the next level

until it reaches the top node on the tree.  This method has not been used in any real

systems, but only in research.  In figure 1, the arrows going toward the top of the tree

show the number of work request below that for the tree, and the arrows pointing down

the tree show the “target” variable returned to the processor.

       Figure 1: Global Round Robin with Message Combining

Random polling is the simplest load balancing strategy.  This is where a processor

requests a randomly selected processor and sends a request for work to this processor

each time it runs out of work.  The probability of selecting any processor is the same, so,

the distribution of work to each processor will be approximately equal.

The scheduler based load balancing scheme was first proposed in the search for

test generation in VLSI CAD applications.  In this method, a processor is designated as

the scheduler and maintains a FIFO queue of all the processors that can donate work.
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Initially, all the work will be assigned to one processor, then, as the other processors send

messages out stating that they are in need of work, the scheduler will delete a processor

from its donor queue, and send some of its work to the processor that has requested work.

The scheduler processor polls the processors in the donor queue in a round robin fashion

to get work from one of them.  Unlike global round robin, a request for work is never sent

to a processor that has no work.  The drawback to this method is that all messages are

routed through the routing node, which can increase routing time and may cause a

bottleneck.

   Another model of receiver initiated load balancing is the gradient model.  This

model is based on the threshold parameters or Low-Water-Mark (LWM) and High-

Water-Mark (HWM), which are used to determine if the systems load is light, moderate

or heavy.   If the load is below LWM, the system load is low, if above HWM, it is high,

and if between them, it is moderate.  In this model, a nodes proximity is defined as the

shortest distance to a lightly loaded node.  If all nodes report a maximum proximity, the

system is saturated and does not require load balancing at that time.

In the gradient mode, a proximity map, as shown in Figure 2, is used to perform

the migration phase.  If a processor is going to send work to another, it sends it in the

direction of the closest under-loaded processor.  If more than one processor sends work at

about the same time, it is possible that its destination changes while it is being passes

through the network, as it is being sent to a lightly loaded processor, not a specific

processor.  It is very difficult to determine the complexity of updating the proximity map,

because it depends on the network topology, number of under-loaded processors, their

locations, and the order that they become under-loaded.  For a hypercube, the worst case

number of messages to update the gradient map to recognize a new under-loaded

processor be NlogN message.  This would occur when there are no under-loaded

processors in the system, therefore, normally, this propagation time would be less

because other under-loaded processors would halt the propagation of a new under-loaded

processor.



Figure 2:  Gradient Proximity Map

In the Receiver Initiated Diffusion method each processor only looks at the load

information from within its own domain, which consists of its immediate neighbors.  In

this method, each processor acts independently, distributing some of its load to low-load

neighbors.  Balancing is done by each of the processors when it receives a load update

from a neighbor stating that the neighbors’ load is below a threshold.  Each processor is

limited to balancing with its immediate neighbors.  This method will eventually lead to

each node having an equal load as the load propagates through immediate neighbors to

the entire system.  For RID, load balancing does not occur if a processor load is below

the average load by more than a pre-specified amount threshold value (ie, avg_load –

load > threshold).  The overhead to update will be KN messages for an N processor

system with K neighbors, each processor will have to send K messages.  In this method,

two additional messages are sent out before the work is transferred because first an

under-loaded processor sends out a request for work, then waits for acknowledgment.

The communication overhead to transfer load would cost NK messages plus (N/2)K

transfers where each transfer could require multiple messages to complete.  The total

number of iterations needed to completely balance the system is application and topology

dependent.



There are many algorithms for sender initiated load balancing also.  The single

level load balancing method works by dividing a task into a larger number of subtasks, so

that each processor can be made responsible for multiple subtasks.  Task division of

larger tasks into smaller tasks is handled by one processor called the “manager”.  The

manager generates the subtasks and distributes them to the requesting processors one at a

time on demand.  The manager must generate subtasks fast enough to keep all the other

processors busy, otherwise a bottleneck is created and this scheme does not have good

scalability.

A variation of the previous method of load balancing is Multilevel Load

Balancing.  In this method, the processors are arranged in tress.  The root processor of

each tree is responsible for distributing subtasks to its child processors.  If there is only

one tree, this will act the same as single level load balancing.  However, when there are

multiple trees, this will reduce the problem of all task management having to go through

one processor.  The processors that control each tree will also balance the load between

them, so that load sharing is done across the entire network.

Another approach to load balancing is Sender Initiated Diffusion (SID).  This

strategy diffuses work to nearby neighbors to balance domains, and will eventually cause

each processor load to be even.  In this method, each processor acts independently,

distributing some of its load to low-load neighbors.  Balancing is done by each of the

processors when it receives a load update from a neighbor stating that its load is below a

threshold.  Each processor is limited to sending load updates, and balancing with its

immediate neighbors.  To do a complete system load update, it will take KN messages

and the overhead incurred by each processor is K messages.  In the worst case, for a

single task migration iteration, the communication overhead to transfer load would take

(N/2)K transfers.  To completely balance the system in the worst case, where one

processor has all the load, it will require O(KN) transfers to balance in O(N) iterations,

however, usually it will take less iterations than this.

The Hierarchical Balancing Method (HBM) strategy organized the computer

system into of balancing domains in order to decentralize the balancing process.  Specific

processors are given the responsibility of controlling balancing operations at different

levels of the hierarchy.  As shown in the figure, for a hypercube each node on the tree is



responsible for balancing its child nodes.  The tree structure will minimize the

communication overhead and can be easily scaled to accommodate large systems.  This

balancing scheme functions asynchronously, the balancing process is triggered at

different levels in the hierarchy by the receipt of load update messages indicating an

imbalance between lower level domains.  All load levels are initialized with each node

sending its load information up the tree.  This information is eventually propagated to the

root node.  The update policy for intermediate nodes is that same as for the leaf nodes.

Load imbalances at different levels of the hierarchy are detected at the intermediate

nodes, so a load imbalance may never be propagated to the top, as it could be fixed

earlier. When a processor finds out that its branch is overloaded, it will transfer some of

its load to its neighbor in the adjacent under-loaded subtree.  For each processor in the

left subtree, there is a corresponding node in the right subtree.  In a hypercube network

topology, these nodes are directly linked to each other.  A diagram of how HBM works is

shown in Figure 3.

Figure 3: Hierarchical Balancing Method

In HBM, the overhead from load balancing is distributed across all processors, but

not evenly.  For a system with an embedded binary-tree structure, a full system load

update from leaves to the root requires N-1 update messages that may be completed in

log N stages.  The average cost per processor is log N + 1 sends and receives.  This is not



distributed evenly however, and there is a minimum of 1 send plus log N receives, and a

maximum of log N receives plus N-1 sends plus log N receives.

Another scheme for load balancing on multiple processors is the Dimensional

Exchange Method.  This method also balances small domains first, then combines these

to form larger domains until the entire system is balanced.  However, this method uses a

synchronized approach to balancing.  The Dimensional Exchange Method was designed

for a hypercube system, but with modifications can be applied to many other network

topologies.  In the case of a hypercube, load balancing is done iteratively on each

dimension of the hypercube.  First, all processors in the first dimension balance the load

between themselves, then in the second dimension, continuing until each processor has

balanced its load with all of its neighbors.  This strategy can be expanded to a mesh

topology by folding the mesh into dimensions.  By performing the balancing steps in an

iterative manner, it is ensured that the entire system will achieve a balanced load.  In this

method when a node has a workload lower than a threshold, it sends a balancing request

to all the other processors in the system to initiate the load balancing.  The overhead for

this method is distributed evenly over all the processors in the system, and each processor

in an N processor system is involved in log N balancing operations.  Each processor will

incur 2 sends and 1 receives, or 1 send and 2 receives, depending if they are to compute

the imbalance between the pair of processors.  The total communication overhead will

therefor be 3N log N messages.  The overhead incurred by each processor will be 3log N.

A diagram of how this approach works is shown in Figure 4.

Figure 4:  Dimensional Balancing



There are many different schemes to dynamically balance the load on a multiple

processor system.  The performance of each method depends on what algorithm is being

run and on what network topology is used.  It is desirable to dynamically balance the load

when running real world algorithms because otherwise it is likely that a static distribution

of work between processors will not yield optimal performance.
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