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Abstract

The connections between the processing elements (PEs) of modern

parallel systems are under strict performance requirements. Myrinet is

a local-area network (LAN) that is based on the packet communication

and switching found within massively parallel processors (MPPs). This

paper will provide an overview of the Myrinet technology and examine

an application of that technology in the form of a system built by the

Concurrent Systems Architecture Group at UCSD and the University of

Illinois at Urbana-Champaign for the NCSA using their High Performance

Virtual Machine over a Fast Messaging interface on an Intel Pentium II

cluster running Windows NT 4.0 server.



1 Introduction

Myrinet grew from the results of two ARPA-sponsored projects. Caltech's Mo-

saic and the USC Information Sciences Institute (USC/ISI) ATOMIC LAN [1].

The ATOMIC LAN was built using Mosaic components.

1.1 Mosaic

The Caltech Mosaic project was an experiment to bring multicomputer design

closer to tens of thousands of small, single-chip nodes instead of the current

model of hundreds of circuit-board-size nodes. A major focus of this experiment

was the message-passing network for the multicomputer [2]. The solution found

by the Mosaic team was so good that it was subsequently used in several other

systems, including the Intel Delta and Paragonmulticomputers and the Stanford

DASH multiprocessor.

MPP message-passing networks have very di�erent characteristics from the

LANs that many are familiar with. These di�erences are:

High data rates. Channel data rates for these networks are typically from

hundreds to thousands of Megabits/s and are commonly organized in full-

duplex pairs.

Regular topologies and scalability. These types of networks need to be able

to send multiple messages at the same time. Because of this, they are usu-

ally organized in a two dimensional topology that uses switches to route

messages.

Very low error rate. Because of the environment that these networks operate

in, they are much more reliable than LANs.

Cut-through routing. In this type of routing, the message is not held longer

than necessary at the intermediate nodes of the network. As soon as the

header is decoded, the packet is set on its way.

Use of ow control. Instead of bu�ering packets, each link operates with ow

control to ensure that the packet makes it to the destination.

1.2 ATOMIC LAN

LAN technology has lagged behind processors in performance increases in the

past few years. USC/ISI started a research group in 1991 to construct a high-

speed LAN. The project used Mosaic components and software to build a small

LAN using standard TCP/IP communication at burst data rates of 400 Mb/s.

Soon, network switches that were capable of automatic address-to-route trans-

lation and network mapping were developed and used in a testbed. This testbed

transfered more than 1015 bits without a single bit error or dropped packet while

in use [1].

Although the work done on the ATOMIC LAN was innovative, there were

some practical limitations.
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1. Communication employed asynchronous request/acknowledge signaling

which could lead to deadlock of the entire network.

2. The network topology was complex and did not allow certain of the hosts

in the network to be powered o�. There was also considerable computing

power hidden in the switches which could not be used.

3. ATOMIC's performance was limited by the lack of DMA in the host in-

terface. It did have the ability to execute a complex control program built

into the interface.

4. The end-to-end data rates achievable were limited by the TCP/IP stack

in the host OS.

2 Myrinet

Myrinet was designed based on the experiences of the ATOMIC project. There

was, however, no constraint to use an existing MPP network. This allowed the

development of communication schemes, routing techniques, custom VLSI chips

and network-control software. The speci�cations for the operation of a Myrinet

LAN are available in ANSI/VITA 26-1998 as an American National Standard.

Figure 1 shows an example of a Myrinet LAN. It is composed of point-to-

point, full-duplex links connecting hosts and switches in any topology, including

those with cycles [1].

Figure 1: Con�guration of a Myrinet LAN

2.1 Links

Transmissions are synchronous at the sending end are are at a rate of 80 M

9-bit characters/s over grouped twisted pair copper wire. It is also possible to

use optical-�ber as the connection medium.
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Signals are encoded using a non-return-to-zero (NRZ) protocol. With this

protocol, a transition encodes a 1 and the absence of a transition encodes a 0

with a character period of 12.5 ns. The IDLE state of the communication links

is all-zeros. These characters are discarded by being ignored. The characters

are received asynchronously and are synchronized with the destination node by

the use of a pipeline-synchronizer circuit [3]. The receiver circuits are tolerant

of a skew of up to half the character period. These techniques result in a bit

error rate of less than 10�15 if the cable is kept less than 25 m long.

Flow control is handled by the receiver sending STOP and GO signals on

the channel. The rate at which these signals are sent is controlled by a \slack

bu�er" [1]. A conceptual diagram of the operation of this bu�er is shown in

Figure 2. If the ow is blocked so that the slack bu�er �lls to the STOP line, a

STOP signal is generated to stop communication before the bu�er can overow.

A GO signal is generated when the bu�er reaches the GO level. This system

prevents bu�er overow and data starvation while eliminating the possibility of

the link being saturated by ow control signals.

Figure 2: Slack Bu�er Concept

The end of a packet is marked by a GAP signal. This signal, along with

STOP and GO, may appear redundantly. The sender is also required to sent a

non-IDLE character periodically as a process that is similar to carrier sensing.

There is also a long-period timeout for detecting packets blocked for more than

50 ms. If this timeout occurs, the blocked part of the sender's packet is dropped

and a forward-reset (FRES) control symbol is sent.

These links, and the protocols associated with them, completely solve the

�rst set of limitations found with the ATOMIC LAN.

2.2 Packet Format and Routing

Figure 3 shows the format of a Myrinet packet [1]. As the packet enters the

switch, the leading byte of the header determines the outgoing port and is then
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removed. The leading byte is also used to identify the type of packet at the

host interface. The most signi�cant bit of each byte of the header distinguishes

between packets that are going to switches and packets that are going to hosts.

This allows the interface to deal with misrouting, and simpli�es network map-

ping by allowing switches to drop host packets and hosts to drop switch packets.

Figure 3: Packet Format

The payload of a packet is variable in length. This allows it to carry any

other type of packet without an adaptation layer.

The 8-bit CRC is for the entire packet, including the header, and is re-

computed at each switch since the switches modify the headers. The switches

maintain an incorrect CRC, allowing the error to be detected at the destination.

2.3 Switches

There are 4-, 8- and 16- port Myrinet switches available. The switches use a

blocking-cut-through routing scheme. The worst case latency through an 8-

port switch is 550 ns [1]. The switches also use a recirculating-token arbitration

scheme to arbitrate routing.

Each switch contains two custom VLSI chips. One crossbar-switch chip and

a dual-Myrinet-interface chip. All switches are small, low-power, self-initializing

devices capable of being placed in convenient places for cabling a network.

Switches contain no software, thereby removing any security issues concerned

with which hosts are allowed to administer the switch.

The packet format and switches entirely resolve the second practical limita-

tion of the ATOMIC LAN.

A Myrinet network topology is arbitrary, but based on high degree switches.

In fact, the topology of a Myrinet network has less impact on its performance

than the degree of the switches used in its construction.

2.4 Host Interface

A block diagram of the host interface organization and the LANai chip is shown

in Figure 4 [1]. This architecture was designed for use with a generic bus and
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is currently available for Sun SPARCstations and PCI.

Figure 4: Host Interface

The SRAM is used to store the Myrinet Control Program (MCP) and for

packet bu�ering. This memory is accessed twice in each clock cycle, once by

the bus and once by the processor or packet interface. The LANai is capable of

operating as a slave on any I/O bus or as a bus master in the presence of a DMA

engine, which is also capable of computing an Internet checksum to remove a

copy of the data during message transmittal. This DMA engine resolves the

third practical limitation of the ATOMIC LAN.

2.5 Software

The software for access to a Myrinet network is divided into two parts. The

MCP that executes on the processors in the host interfaces and the device driver

and operating system executing on the host.

2.5.1 MCP

The MCP is started by a device driver at host boot and runs concurrently

thereafter. The host sends commands to the MCP to build and transmit pack-

ets, generating the checksum, setting the packet type and translating from an

address to a route. When receiving, the MCP checks the CRC of the incom-

ing packet, interprets the headers, transfers the packets to scatter bu�ers and

signals the arrival of a packet [1].

At the same time, the MCP is also continuously performing mapping and

monitoring the network, route selection, and store-and-forward multicasts. One

interface in the network is tasked with mapping it. The selection of this node
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is done either manually, by network-manager intervention or automatically. If

the current mapping node goes down, or the network is split, a new node au-

tomaticaly takes over the mapping process. The map of the network is then

distributed and each interface computes the routes to all other interfaces.

2.5.2 Host Software

Myrinet host software provides an interface to the host-interface board. Both a

TCP/IP and a UDP/IP interface are available along with a streamlined Myrinet

API. In order to attain the full capability of the network using TCP/IP, a custom

stack must be used [1].

The software for Myrinet deals with some aspects of the last practical limi-

tation of the ATOMIC LAN. To reach its full potential, however, workstations

and PCs will need improved I/O busses and operating systems.

3 High Performance Virtual Machine (HPVM)

The Concurrent Systems Architecture Group (CSAG) at UCSD and UIUC re-

cently constructed a 96 machine cluster using Myrinet for the NCSA. Each of

the nodes was a dual processor SMP with 300 MHz Intel Pentium II processors.

The nodes were connected using a 160 MB/s full duplex Myrinet networking

and a 100 Mbit Ethernet. Each node was running its own copy of Windows NT

4.0 sever and used the Ethernet for �le system sharing and administration. The

nodes were also connected by the Myrinet as shown in Figure 5. The resulting

cluster had 45 GB of DRAM, 1.6 MB/s of bisection bandwidth and 400 GB

of disk storage. It was capable of producing 58 GFlops [4]. The cluster was

running the CSAG's HPVM over Fast Messaging (FM). FM was able to deliver

close to 90of the Myrinet bandwidth to the applications run on the cluster.

Figure 5: Cluster Topology
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The system was built using racks and occupied �ve meters of two-meter

high racking requiring approximately 10 kW of power and cooling. A key-

board/monitor/mouse is shared by 16 nodes to save on power, cooling and cost.

To test the system, four scienti�c programs were run. These programs are

currently being used by the NCSA, allowing direct comparisons of performance.

ZeusMP. Simulates astrophysical phenomena in three spatial dimensions with

a wide variety of boundary conditions.

Cactus. A modular high performance 3D tool for numerical relativity.

AS-PCG kernel. A Preconditioned Conjugate Gradient method with an Ad-

ditive Schwarz-Richardson preconditioner for solving linear systems.

QMC kernel. A Quantum Monte Carlo simulation. It is used to perform

studies of electronic structure of molecular and condensed matter systems.

Figures 6, 7 and 8 show performance data of the cluster as compared to

a Cray T3E and a SGI Origin 2000 [4]. ZeusMP and AS-PCG were useful in

evaluating contrasting scalability while Cactus and QMC provide information

on the comparative oating point performance of the di�erent architectures.

All examples represent preexisting scienti�c code that required only modest

modi�cation. The system was not tuned in any way for this test.

Figure 6: ZeusMP Performance

It was found that the system performed from 2 to 4 times slower than the

Cray T3E or the Origin 2000. A large portion of this gap is accounted for by

the fact that the Cray and the Origin have superior oating point performance.

The remainder of the gap is caused by reduced bandwidth from ow control

limitations on bandwidth intensive applications. Despite the lower overall per-

formance, the system still has the best price/performance ratio of the three

systems.
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Figure 7: ASP-PCG Performance

Figure 8: Scaling of Cactus and QMC

4 Conclusion

TheMyrinet network has its roots in the Mosaic multicomputer and the ATOMIC

LAN. It was designed with the lessons learned from the ATOMIC LAN in mind

and addresses almost all of them completely. A Myrinet network can be built

using any topology, as it is the degree of the switches used in the network that

is the limiting factor. It was also found that it is possible to use Myrinet to con-

struct a system from commercially available PCs that is relatively inexpensive

and performs almost as well as the MPPs o�ered by Cray and SGI.
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